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Abstract

Recent discussion of generative Al in education has focused on student use and Al literacy
in the curriculum. Less attention has been paid to a different shift: teachers can now use
large language models to build simple classroom tools by specifying functions in natural
language. This matters in early childhood and primary education, where teachers often
need localised, developmentally appropriate resources that commercial software does not
provide. Current teacher Al literacy and digital competence frameworks address selection
and responsible use of Al systems, but they say much less about teachers who use Al to
build tools for their own classrooms. Teachers’ use of generative Al for small-scale classroom
tool creation is professional competence, in a limited sense. The claim is that some forms
of low-level tool creation are now accessible to non-programmers, and that this shifts the
professional demand from code writing to pedagogical specification and iterative testing.
The Teacher as Micro-Developer (TMD) framework structures this shift, organised around
three layers: Pedagogical Intent, Prompt Architecture, and Critical Curation.
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professional development, natural language programming, prompt engineering

Introduction

Research on artificial intelligence in education has grown quickly since 2022.
Most of this work has focused on how teachers should respond to student use of Al,
how Al can support teaching, and how Al literacy should appear in school curricula
(Luckin et al., 2022; Narayanan & Kapoor, 2024; European Commission/EACEA/
Eurydice, 2024; Cosgrove & Cachia, 2025; TeachAl & CSTA, 2025). This broader
agenda is now well established, but a narrower question is still less explored.
Teachers can now ask systems such as ChatGPT, Claude, and Gemini to produce
simple software for classroom use from natural-language instructions. That changes
access to digital tool creation for people who do not know programming.

This shift matters in early childhood and primary education for practical
reasons. Teachers at these levels often need resources fitted to a narrow age
range, a local language, a particular classroom routine, or a specific developmental
goal. Commercial software rarely fits all these conditions at once (Resnick, 2023;
Mueller & Massaron, 2022). At the same time, access to specialist developers is
limited and usually too expensive for individual teachers or schools. In that context,
Al-supported tool creation is not a theoretical possibility. It is a practical question
about professional work.

Karpathy (2025) introduced the term vibe coding to describe a way of building
software in which the user specifies intended behaviour in natural language while
the model generates and debugs code. The term is useful here because the main
challenge is no longer the same. For non-specialist users, the central problem is less
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syntax and more specification: defining the task clearly and directing revision in a
usable way (Mollick, 2024; Baker, 2023; Mueller & Massaron, 2022). For teachers,
this brings pedagogical knowledge into direct contact with software production. A
teacher who cannot write code may still be able to describe a classroom need with
enough precision to obtain a working tool. Judgement is still necessary, but it now
sits closer to specification and review than to code writing itself.

Current frameworks do not deal well with this role. DigComp 3.0 addresses
Al-related competence through problem solving, safety, and the broader integration
of Al competence into digital competence (Cosgrove & Cachia, 2025). The EDSAFE
Al Alliance blueprint takes a similar line and stresses informed and responsible use
of Al in educational settings (EDSAFE Al Alliance et al., 2025). Luckin et al. (2022)
offer a broader account of teacher Al literacy, but the teacher still appears as a
user or evaluator of systems developed by others. These frameworks are useful for
adoption and critique. They give less guidance when teachers use Al to build small
tools for their own classrooms.

That omission matters because tool creation changes the teacher’s
responsibility. Selecting a commercial platform and building a small classroom tool
with Al are not the same activity. In the second case, the teacher defines the task,
sets the constraints, inspects the output, and decides whether it is appropriate
for classroom use. The technical threshold may be lower than in conventional
programming, but the educational and ethical threshold is not. This issue is more
pressing in early childhood settings, where children cannot be expected to identify
factual mistakes and biased representations for themselves (TeachAl & CSTA, 2025;
Narayanan & Kapoor, 2024). If teachers are going to use Al in this way, the key issue
is not whether they can generate code. The key issue is whether they can specify
pedagogical requirements clearly and judge the result responsibly.

Teachers’ use of generative Al for small-scale classroom tool creation forms
professional competency, but in a limited and carefully defined sense. Recent LLM
capabilities make low-level tool creation accessible to non-programmers. This shift
does not require teachers to become software engineers (Karpathy, 2025; Mollick,
2024; Katsampoxaki-Hodgetts et al., 2025). The Teacher as Micro-Developer (TMD)
framework structures this shift, with three linked layers: Pedagogical Intent, Prompt
Architecture, and Critical Curation. The framework is offered as a conceptual guide
for teacher education and future empirical research, not as a validated model.

Theoretical Background
Al Literacy Frameworks and Teacher Agency

Current Al literacy and digital competence frameworks give teachers an
important set of responsibilities. They should understand the limits of Al systems
and use them in ways that are educationally and ethically acceptable (Luckin et al.,
2022; Cosgrove & Cachia, 2025; EDSAFE Al Alliance et al., 2025). Schools are already
dealing with Al-generated content and student use of large language models.
Frameworks that emphasise choice and responsible use address these immediate
concerns. They are also easier to translate into policy and professional development
than more open-ended forms of design work.
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However, these frameworks say little about teachers who use Al to build
small tools for their own classrooms. That omission matters because building a tool
changes the teacher’s role. A teacher who selects a platform is using a system built
by others. A teacher who asks an LLM to generate a sorting game, a matching task,
a quiz, or a simple interactive activity is defining behaviour and judging whether
the output fits a classroom purpose. That is a different form of work as it requires
a different account of competence. Existing frameworks do not ignore teacher
judgement. They see it mainly in the selection and evaluation of tools developed
by others. They do not yet give a clear account of teacher-led Al-assisted creation
as a professional activity (Luckin et al., 2022; Cosgrove & Cachia, 2025; EDSAFE Al
Alliance et al., 2025).

This gap becomes sharper in early childhood and primary education.
Eurydice data show lower levels of digital infrastructure and digital competence
in early childhood education and care than in later phases of schooling (European
Commission/EACEA/Eurydice, 2024). That matters because these settings require
resources that fit the specific classroom context. Teachers often need resources tied
to local language, classroom routine, developmental stage, or specific pupil needs.
Resnick (2023) makes a related point from a creative learning perspective: there is
a real difference between using a prepared artefact and making one. A teacher who
builds a small tool knows what it is meant to do and where it is likely to fail. That
knowledge does not solve every technical problem, but it changes the teacher’s
relation to the resource. LaRock (2026) describes this kind of capacity in broader
terms as agency directed toward self-defined goals. Choosing among commercial
options involves a narrower kind of judgment than building a tool for a specific
classroom need. This is the gap the present argument addresses.

Giving teachers more agency does not automatically improve their working
conditions. If schools begin to value teacher-built tools without giving teachers time
or support, this so-called agency will become another form of hidden labour. The
question, then, is not whether teachers can use Al to build things. The question is
whether teacher education and school systems can treat this activity as professional
competency. It must not become an informal extra task added to an already crowded
role.

Vibe Coding: Definition and Educational Relevance

Karpathy (2025) introduced the term vibe coding to describe a workflow in
which the user specifies intended behaviour in natural language and the model
generates, revises, and debugs code. The phrase is informal, but it describes a real
change: people who cannot code can now build simple tools. Software production
no longer depends, in every case, on the user’s ability to write and edit code directly.
In many simple tasks, the main difficulty now lies in defining the task clearly. The
user needs to describe what the tool should do, what constraints it should follow,
and how the output should change after each failed attempt. Mollick (2024, 2026)
places this in a broader account of human-Al collaboration, where the human
contribution moves from low-level execution to judgement about purpose and
revision.

Vibe coding does not remove the need for pedagogical expertise. Moving
from syntax to specification changes the type of skill required. It does not remove
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the need for skill. Baker (2023) treats prompting in educational settings as
structured, formal communication. Teachers need to specify role, context, learner
characteristics, task format, and constraints if they want usable output. Mueller
and Massaron (2022) and Microsoft (2025) make a related point from the side
of natural language processing: when language becomes the working interface,
communicative precision becomes part of technical performance. In a classroom
context, that precision is not linguistic style. It is the ability to state what the learner
is meant to do, what feedback the system should give, what content should be
excluded, and what counts as success.

The relation to computational thinking also needs careful treatment. Vibe
coding does not replace decomposition, abstraction, synthesis, or testing (Rukh,
2023). It changes where those processes appear. Katsampoxaki-Hodgetts et al.
(2025) argue that people still need to decide which parts of a task can be delegated
and which parts require human judgement. A teacher using Al to generate a
classroom tool still needs to break the task into parts, define expected behaviour,
synthesize them, and evaluate what happens when the tool is used. Kafai et al.
(2025) report a similar pattern in work on Al design in school contexts: participants
who built Al-related artefacts developed a stronger understanding of how such
systems work than those who only used them. The educational relevance of vibe
coding is not just about speed. Its educational value lies in the fact that tool creation
can become a form of professional learning, provided the activity is structured and
critically supervised.

Vibe coding lowers the barrier to producing a tool, but it raises the demands
on judgement once that tool exists. When teachers do not inspect code, quality
must be judged in other ways. In practice, this means trying the tool, checking the
content, and deciding whether the interaction is proper for the intended learners
and purpose. This is where Al-assisted creation becomes unconvincing: it focuses
on generation and gives too little attention to review.

The Technology Gap in Early Childhood and Primary Education

Early childhood education and care is a useful setting for this discussion
because the technical and pedagogical constraints are unusually tight. Eurydice
reports persistent gaps in digital infrastructure and teacher digital competence in
ECEC compared with later school stages (European Commission/EACEA/Eurydice,
2024). At the same time, young children depend on highly specific forms of
interaction. Many cannot read independently and/or need visual cues, immediate
feedback, and tightly structured activities. Minor differences in language, image
choice, pacing, or task design can change whether a digital tool is usable at all.
Generic commercial software is often too broad for this kind of work (Resnick, 2023;
Mueller & Massaron, 2022).

These constraints justify a focus on teacher-built micro-tools. A preschool
teacher in Greece or Lithuania may need a simple matching activity in a local
language that is often poorly served by commercial software, built around familiar
vocabulary, image-based navigation, and no written instructions. The market does
not usually provide a resource with that exact combination of features. Even when a
close product exists, it may include unwanted data collection, advertising, inflexible
pacing, or design assumptions that do not fit the classroom. A teacher using Al to
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generate a small custom tool may be in a better position to control those variables.
That possibility should be treated seriously. Customisation can improve fit, but it
can also generate weak tools faster. Whether it helps depends on the teacher’s
capacity to specify and test the result.

TeachAl & CSTA (2025) are useful here because they place the early school
context at the centre of the discussion. Their guidance stresses age-appropriateness,
foundational computing concepts, and the need for critical and responsible
engagement with Al in school settings. The same concerns apply when teachers
are the ones building tools. Narayanan and Kapoor (2024) provide the warning:
Al systems can produce plausible output that is wrong, biased, or poorly matched
to context. In early childhood settings, the margin for error is smaller because
young children cannot be expected to detect those problems on their own. This
strengthens the case for treating evaluation and testing as part of the competency
itself, not just as a final caution added at the end.

There is also a policy implication here. If teacher-built tools become part
of school practice, institutions will need clearer guidance on data protection,
platform choice, and accountability. Early childhood and primary school teachers
work in settings where contextual fit matters and technical support is often weak.
Generative Al may help with the first problem. It does nothing by itself to solve the
second. Any framework that treats teacher micro-development as a competency
should therefore connect agency to institutional conditions. Without that, the
argument is still incomplete.

Conceptual Framework: The Teacher As Micro-Developer

The Teacher as Micro-Developer (TMD) framework is a way to describe one
specific change in teacher work under generative Al. It does not describe all forms
of teacher Al use. It does not cover student use of Al, general lesson planning with
chatbots, or broad questions of digital competence. It addresses cases in which a
teacher uses a large language model to generate or revise a small classroom tool for
a defined pedagogical purpose. The framework has three layers: Pedagogical Intent,
Prompt Architecture, and Critical Curation. These layers work sequentially. A weak
first layer usually produces a weak tool. A weak third layer makes classroom use
unsafe even when the first two layers are handled reasonably well.

The sequence also matters. In practice, teachers move from purpose to
specification and then to evaluation. The process is iterative because testing
often exposes flaws in the original design. Still, the cycle has an order. It does not
begin with prompting. It begins with a teaching decision. Current discussion of
Al in schools often overstates prompt skill and understates the prior pedagogical
judgement that gives prompting value. A teacher who cannot define what the tool
is meant to teach and what counts as an acceptable response will not get useful
output from the model. The framework therefore begins where classroom design
begins with purpose, not with the interface (see Figure 1).
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Figure 1
The Teacher as Micro-Developer (TMD) framework
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Note. The workflow progresses from pedagogical intent to prompt architecture and critical curation,
utilizing an iterative revision loop based on tool evaluation. Created using Napkin Al.

Pedagogical Intent

The first layer concerns the teacher’s ability to state the educational purpose
of the tool with enough precision so that the teacher can tell whether the output
meets that purpose. General requests produce generic results; thus, a prompt such
as “make an activity about animals for young children” leaves too much undefined.
It does not specify the age group, the cognitive demand, the form of interaction,
the type of feedback, or the limits of the content. A teacher who instead asks for
“a matching activity for five-year-olds who connect six animal pictures to their
habitats, with image-based navigation, immediate corrective feedback, and no
written instructions” is already doing more than prompt writing. The teacher is
making curricular and developmental choices explicit. That is why this layer belongs
in a professional framework. It draws directly on teacher knowledge of learners,
content, and instruction.

This layer draws on familiar ideas about teacher knowledge. TPACK is
relevant here because the quality of the Al-generated output depends heavily
on the teacher’s content knowledge and pedagogical content knowledge, not on
the model alone. Fadel et al. (2024) are also useful because they show how an
activity can be specified primarily by cognitive demand alongside topic coverage. If
the teacher cannot say whether the tool is meant to support recall, classification,
comparison, or application, then the output will usually stay too general at the point
where teaching requires clear decisions. This is one reason the framework should
not be read as a shortcut around professional knowledge. The teacher’s expertise
is not bypassed. It becomes the main constraint on whether the generated tool is
educationally usable.

94 https://doi.org/10.48127/gu/26.32.89



GAMTAMOKSLINIS UGDYMAS BENDROJO UGDYMO MOKYKLOJE — 2026 /
NATURAL SCIENCE EDUCATION IN A COMPREHENSIVE SCHOOL - 2026

ISSN 2335-8408

Thereis also a limit here that should be stated. Strong pedagogical judgement
does not automatically produce a tool that functions well. A teacher may know
exactly what children need and still struggle to convert that need into a prompt the
model can execute. The framework should therefore make clear that pedagogical
ability alone is not enough. Pedagogical expertise is the starting point, but teachers
still need to express that expertise in a form the model can work with and then
evaluate the result critically.

Prompt Architecture

The second layer concerns the translation of pedagogical intent into
instructions that a model can act on and revise. Here, the issue is not linguistic
polish. It is operational clarity. Teachers need to define what the model is producing,
for whom, under what constraints, and with what form of interaction. Baker (2023)
treats prompting as structured, formal specification. Role, context, learner profile,
task format, and output constraints all matter. Mollick (2024) makes a related point
from a broader human-Al perspective: the user needs to know what to ask for, how to
judge the result, and how to direct revision. In this framework, prompt architecture
is the point where pedagogical decisions become operational instructions.

This layer should not be reduced to single prompt writing. In practice, useful
output usually depends on iteration. The teacher asks for the first version, identifies
whatis missing or unsuitable, and then revises the instruction. Karpathy’s description
of vibe coding captures this process well: the user describes the problem and the
desired correction in natural language. The user does not edit code (Karpathy, 2025).
For teachers, the practical challenge is to recognise what exactly is wrong. “Make it
better” is not enough. The teacher needs to say, for example, that the feedback is
too verbal for pre-literate children, that the images should carry the instructional
load, or that the task needs fewer options because the current version overloads
working memory. Effective revision depends on diagnostic judgement, not merely
on persistence with the tool.

Mueller and Massaron (2022) help to clarify what has changed here. When
natural language becomes the working interface, communicative precision becomes
part of technical performance. That change lowers one barrier, but another remains.
Teachers do not need to write code, but they do need to specify behaviour. This is
why the framework treats prompt architecture as a direct extension of instructional
design. It is fundamentally a pedagogical skill. The teacher is still designing a
learning interaction. The difference is that the design instructions are now directed
at a generative system. The teacher builds software behaviour from scratch.

Prompting is often presented as the new core skill because it is visible and
easy to discuss. That is an exaggeration. Prompt architecture matters, but its value
depends on the quality of the pedagogical purpose behind it and on the quality
control that follows it.

Critical Curation
The third layer is the most demanding and the least optional. It concerns

the teacher’s responsibility to evaluate and judge the generated tool before
classroom use. This layer is where the practical promise of vibe coding meets the
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actual weakness of current generative systems. LLMs can produce outputs that
look plausible and still have factual errors, hidden assumptions, inappropriate
representations, bias, hallucinations, or weak alignment with the intended age
group (Narayanan & Kapoor, 2024). In early childhood settings, those problems
are serious because children cannot be expected to detect them independently. A
teacher who uses Al to build a tool without a systematic review is leaving too much
to the system.

Katsampoxaki-Hodgetts et al. (2025) point to a practical consequence of Al-
assisted tool creation: when the user does not inspect code, quality control must shift
to behaviour. The teacher must evaluate what the tool does. That includes checking
content accuracy, age fit, feedback quality, language load, cultural assumptions, and
data handling. Kafai et al. (2025) work suggests that people who build Al-related
artefacts develop a stronger critical understanding than those who only use them.
Building can support understanding, but only if the review is structured and serious.
Without that, generation becomes faster and oversight becomes weaker.

Before classroom use, the teacher should assess whether the tool behaves
as specified and whether the content is accurate for the developmental level of the
intended learners. During use, the teacher should monitor how children respond to
the tool to verify the generated design. After use, the teacher should decide whether
the tool should be kept or discarded. EDSAFE Al Alliance et al. (2025) provide useful
pre-deployment guidance for school settings. Critical curation is therefore not a
final check attached after the “real” work. It is part of the competency itself.

If teacher education or continuing professional development introduces Al-
assisted tool creation, it should not treat generation as the skill and review as an
afterthought. The training design should reverse that hierarchy. Teachers can learn
prompt procedures quickly. Developing a reliable judgement about when an Al-built
tool is accurate and pedagogically justified takes longer and depends on stronger
professional knowledge. The TMD framework is not balanced evenly across its
three layers. They are linked, but they do not matter equally in practice. The third
layer matters most, because this is where poor judgement creates the greatest risk.

Discussion
Implications for Teacher Education

The TMD framework has direct implications for initial teacher education in
early childhood and primary education. The first layer, Pedagogical Intent, does not
require a new body of theory. It requires student teachers to state more clearly what
teacher education often treats more broadly. Student teachers are taught to select
activities and match tasks to the developmental level. In practice, this work is often
left at a level of generality that is good enough for lesson planning but not good
enough for Al-assisted tool creation. A model cannot work with broad pedagogical
intention alone. It needs specifications. If teacher education programmes are going
to treat Al-assisted tool building as part of professional preparation, they should train
students to state instructional aims, learner constraints, and task conditions with
more precision than many current courses require. That is a curriculum adjustment,
not a new discipline. The European Commission’s Action Plan on Basic Skills (2025)
gives this argument policy relevance because it places digital competence at the
centre of teacher development across education levels.
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The second layer, Prompt Architecture, should be taught as a practical,
iterative design skill. Student teachers need repeated practice translating a
classroom goal into a workable Al instruction and revising it when the output is
weak. This is less exciting than the current public discussion of prompting suggests.
It is closer to iterative design work. What matters is not whether a student can
produce an impressive first prompt. What matters is whether the student can
identify why the generated output does not fit the intended learner, task, or
context and then correct that mismatch. If this skill is taught at all, it should be
taught using concrete pedagogical cases. Otherwise, it will remain detached from
the professional decisions teachers face.

The third layer, Critical Curation, is the most difficult to teach and the most
important to keep as a professional responsibility. Teacher education often treats
digital tools as resources to evaluate or adopt. Al-assisted tool creation changes
the teacher’s position. The teacher is now partly responsible for specifying the
tool and deciding whether it is acceptable for classroom use. That means critical
review, including when not to use an Al-generated tool, needs to be taught as part
of the process, not treated as an afterthought. This point also applies to continuing
professional development. In-service teachers do not need more general “Al
awareness” sessions. They need practical workshops in which they build small tools
forreal classroom problems, evaluate them, discuss why some outputs should not be
used, and rework them. Chatfield (2025) states that Al raises a practical pedagogical
question about evaluation, questioning, and creation. LaRock (2026) and Resnick
(2025) make a related point in broader terms: judgement and contextual sensitivity
remain human responsibilities.

Thereisalsoadesignimplicationforteachereducationinstitutionsthemselves.
If programmes present Al-assisted creation as an easy route to innovation, they will
train confidence without training judgement. That would be a mistake. The TMD
framework only makes sense if programmes keep the emphasis on bounded use,
careful review, and realistic understanding of what these systems can and cannot
do. The point is not to encourage every teacher to build digital tools. The point is
to prepare teachers to do this responsibly when specific classroom needs justify
the effort. If that limit is not stated clearly, the framework becomes vulnerable to
the same overclaiming that already affects much of the public discussion around
generative Al.

Ethical Dimensions
The ethical issues are more concrete in this discussion than in many general
discussions of Al in education. Table 1 summarizes the primary ethical dimensions,

practical risks, and corresponding teacher responsibilities when using Al for
classroom micro-development.
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Table 1
Ethical Dimensions of Al-assisted Micro-development in Early Childhood Settings

Ethical Concern Practical Riskin Early Childhood Teacher Responsibility

Data Protection Exposing pupil information to Know what data platforms collect and avoid
external LLM systems. entering identifiable information.

Content Bias Al reproducing narrow Inspect examples, images, and wording for
assumptions about gender, representational bias before use.
ethnicity, or social roles.

Accountability  Shifting responsibility from Cannot treat the tool as a neutral resource;
vendors to the teacher who mustactivelyreview and approve for classroom
generated the tool. use.

The first concern is data protection. When teachers use commercial LLM
platforms to generate classroom tools, they may expose pupil-related information
to external systems. This has legal implications under the EU Al Act and related
data protection requirements (European Parliament & Council of the European
Union, 2024). In early childhood and primary education, that risk is not peripheral.
It concerns minors, and in many cases, it concerns information that should never be
entered into a public or externally hosted Al service. The practical consequence is
straightforward. Teachers need to know what data a platform collects, where that
data goes, and whether the task can be completed without entering identifiable
pupil information at all. TeachAl & CSTA (2025) also call for clearer distinctions
between administrative Al use and tools used in direct educational contexts with
children. The distinction matters because the legal and ethical stakes are not the
same.

The second concern is bias in generated content. Narayanan and Kapoor
(2024) highlight the difference between plausible output and reliable output. A
classroom tool generated by an LLM may reproduce narrow assumptions about
families, gender roles, ethnicity, language, or social behaviour without making
those assumptions obvious to the teacher. In early childhood settings, that problem
is serious because children are still forming basic categories about the social world.
If a generated activity presents biased material in a simple or playful form, the fact
that it is “only a small tool” does not reduce the issue. It may make the issue harder
to detect. The framework therefore needs ethical review to be practical and specific.
Teachers should be prepared to inspect examples, images, wording, and response
logic for representational bias before any classroom use.

The third concern is accountability. A commercial product can still do harm, but
responsibility is distributed across developers, vendors, schools, and users. When a
teacher generates a classroom tool with Al, some of that responsibility moves closer
to the teacher’s own decisions. This does not mean the teacher becomes a software
developer in the full professional sense. It does mean that the teacher cannot treat
the generated tool as a neutral external resource. The teacher chose the platform,
specified the task, reviewed the output, and approved classroom use. If teacher
education and school policy begin to support Al-assisted micro-development, they
should also state clearly where responsibility sits and what institutional support
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teachers need to carry it responsibly. Without that, ethical language will remain
general while the practical burden falls on individual teachers.

Limitations of the Framework

The main limitation of the TMD framework is that it is still conceptual and
has not yet been empirically tested. Current evidence does not prove that teachers
perform these three layers effectively, that the resulting tools improve pupil learning,
or that the required time investment is justified under normal school conditions.
Those questions need empirical study. At present, the framework provides a way
to organise the competency claim and to define what future research would need
to assess.

A second limitation concerns infrastructure and access. The practical value of
teacher micro-development depends on reliable connectivity and access to capable
Alsystems (Eurostat, 2025). This pointisimportant because otherwise the framework
may suggest a level of feasibility that does not exist across all settings. It is not.
Schools with stronger infrastructure, more confident staff, and better institutional
support will find this work easier to attempt and easier to sustain. Schools with
weak connectivity or restricted platform access may find the framework attractive
in theory and unusable in practice.

A third limitation concerns time and workload. Early childhood teachers
already work under heavy practical constraints, and this matters directly for any
framework that assumes time for iterative tool design and revision (European
Commission/EACEA/Eurydice, 2025). Designing and revising even a small classroom
tool takes time. Reviewing it for developmental fit and factual accuracy is another
time-consuming part of the process. If this work is treated as an individual craft
activity carried out by already overloaded teachers, the framework is unlikely to
be sustainable. The most plausible form of implementation is collaboration. Small
groups of teachers or school networks may be able to share the design and review
burden more realistically than isolated individuals. This is not a minor practical
detail. It affects whether the framework can move from conceptual plausibility to
professional use.

Lowering the threshold for tool creation may create pressure to produce
tools that do not need to exist. Teachers do not need custom software for every
instructional problem. In some cases, a low-tech activity or an existing non-Al
resource will be more effective and easier to control. The framework should
therefore be understood as a limited account of one emerging competency, not as
a claim that teacher-built Al tools are usually better than other ways of designing
classroom resources.

Conclusions and Implications

Generative Al moves the technical barrier in educational tool creation from
writing code to specifying pedagogical intent. If early childhood and primary
educators adopt this practice, the limiting factor will be their capacity to critically
review Al outputs for developmental fit and factual accuracy before classroom
deployment. The Teacher as Micro-Developer framework structures this shift,
but its practical viability is still an open empirical question. Future research must
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determine whether teacher-built tools generate sufficient educational value to
justify the time needed for their specification.

The risk that Al-assisted micro-development reproduces existing resource
inequalities requires further investigation. Schools with strong digital infrastructure
and reliable Al access are positioned to assess this workflow; schools facing
hardware and connectivity constraints are not. Accountability also shifts under
these conditions. When teachers build their own Al-assisted tools, their relationship
to classroom design and professional responsibility changes in ways that require
structured study.

Teacher education and professional development must address this activity
directly. Treating Al-assisted tool creation as a generic tech skill obscures the specific
pedagogical demands involved. Teachers do not need custom Al-generated tools for
every classroom problem. Existing resources or non-digital activities (unplugged)
are often still the better choice. The priority is to define this form of teacher agency
and set up the professional limits needed to sustain it. Stronger claims about efficacy
and systemic impact require evidence that is not yet available.

References

Baker, P. (2023). ChatGPT for dummies. John Wiley & Sons.

Chatfield, T. (2025). Al and the future of pedagogy [White paper]. University of the Arts
London.

Cosgrove, J., & Cachia, R. (2025). DigComp 3.0: European Digital Competence Framework (5th
ed.). Publications Office of the European Union. https://doi.org/10.2760/0001149

EDSAFE Al Alliance, aiEDU, Data Science 4 Everyone, Global Science of Learning Education
Network, & Mary Lou Fulton College for Teaching and Learning Innovation. (2025, July
16). The blueprint for action: Comprehensive Al literacy for all. EDSAFE Al Alliance.

European Commission, Directorate-General for Education, Youth, Sport and Culture. (2025).
Action plan on basic skills. Publications Office of the European Union.

European Commission, EACEA, & Eurydice. (2024). Key data on early childhood education
and care in Europe: 2024 edition. Publications Office of the European Union.
https://doi.org/10.2797/364433

European Commission, EACEA, & Eurydice. (2025). Early childhood education and care in
Europe 2025. Publications Office of the European Union.

European Parliament & Council of the European Union. (2024). Regulation (EU) 2024/1689
of the European Parliament and of the Council of 13 June 2024 laying down
harmonised rules on artificial intelligence (Artificial Intelligence Act). Official Journal
of the European Union, L, 2024/1689.

Eurostat. (2025). Digital economy and society statistics — households and individuals.
European Commission.

Fadel, C., Bialik, M., & Trilling, B. (2024). Four-dimensional education for Al: Skills,
competencies, and character for a new era. Center for Curriculum Redesign.

Kafai, Y. B., Lizarraga, J. R., & Shapiro, R. B. (2025). CreateAl: Insights from an NSF workshop
on K-12 students, teachers, and families as designers of artificial intelligence and
machine learning applications. University of Pennsylvania.

Karpathy, A. [@karpathy]. (2025, February). The year of vibe coding [Post]. X. https://x.com/
karpathy

100 https://doi.org/10.48127/gu/26.32.89


https://doi.org/10.2760/0001149
https://doi.org/10.2797/364433
https://x.com/karpathy
https://x.com/karpathy

GAMTAMOKSLINIS UGDYMAS BENDROJO UGDYMO MOKYKLOJE — 2026 /
NATURAL SCIENCE EDUCATION IN A COMPREHENSIVE SCHOOL - 2026
ISSN 2335-8408

Katsampoxaki-Hodgetts, K., Kotsidis, K., Papadakis, S., & Anastasiades, P. (2025).
Reimagining preschool pedagogy: Al-enhanced teaching through multiliteracies-
informed curriculum innovation. In V. Lamanauskas (Ed.), Science and
technology education: Expectations and experiences (pp. 104-119). Scientia
Socialis. https://doi.org/10.33225/BalticSTE/2025.104

LaRock, J. D. (2026). In the age of Al, human skills are the new advantage. World Economic
Forum.

Luckin, R., George, K., & Cukurova, M. (2022). Al for school teachers. CRC Press.

Microsoft. (2025). 2025 Work trend index: The year the frontier firm is born. Microsoft
Corporation.  https://www.microsoft.com/en-us/worklab/work-trend-index/2025-
the-year-the-frontier-firm-is-born

Mollick, E. (2024). Co-intelligence: Living and working with Al. Portfolio/Penguin.

Mollick, E. (2026, February 18). A guide to which Al to use in the classroom. One Useful
Thing. https://www.oneusefulthing.org/p/a-guide-to-which-ai-to-use-in-
the?r=28080i&utm_medium

Mueller, J. P.,, & Massaron, L. (2022). Artificial intelligence for dummies (2nd ed.). John Wiley
& Sons.

Narayanan, A., & Kapoor, S. (2024). Al snake oil: What artificial intelligence can do, what it
can’t, and how to tell the difference. Princeton University Press.

Resnick, M. (2023). Generative Al and creative learning: Concerns, opportunities, and
choices. MIT Media Lab. https://mit-genai.pubpub.org/pub/gj6eod3e/release/2

Resnick, M. (2025, July 1). In the age of Al, we need a human-centered society more than
ever. Medium. https://mres.medium.com/in-the-age-of-ai-we-need-a-human-
centered-society-more-than

Rukh, S. (2023). Infinite potential of artificial intelligence: Sparking the imagination of kids &
teens. Independently published. https://www.amazon.in/Infinite-Potential-Artificial-
Intelligence-lImagination-ebook/dp/BOCPFTBFIT

TeachAl & CSTA. (2025). Guidance on the future of computer science education in an age of
Al. TeachAl. https://teachai.org/cs

Cite as: Papadakis, S. (2026). From consumers to creators: Vibe coding as a
professional competency for early childhood and primary school teachers.
Gamtamokslinis ugdymas bendrojo ugdymo mokykloje / Natural Science Education
in a Comprehensive School, 32, 89-101. https://doi.org/10.48127/gu/26.32.89

https://doi.org/10.48127/gu/26.32.89 101


https://doi.org/10.33225/BalticSTE/2025.104
https://www.microsoft.com/en-us/worklab/work-trend-index/2025-the-year-the-frontier-firm-is-born
https://www.microsoft.com/en-us/worklab/work-trend-index/2025-the-year-the-frontier-firm-is-born
https://www.oneusefulthing.org/p/a-guide-to-which-ai-to-use-in-the?r=2808oi&utm_medium
https://www.oneusefulthing.org/p/a-guide-to-which-ai-to-use-in-the?r=2808oi&utm_medium
https://mit-genai.pubpub.org/pub/gj6eod3e/release/2
https://mres.medium.com/in-the-age-of-ai-we-need-a-human-centered-society-more-than
https://mres.medium.com/in-the-age-of-ai-we-need-a-human-centered-society-more-than
https://www.amazon.in/Infinite-Potential-Artificial-Intelligence-Imagination-ebook/dp/B0CPFTBF9T
https://www.amazon.in/Infinite-Potential-Artificial-Intelligence-Imagination-ebook/dp/B0CPFTBF9T
https://teachai.org/cs

